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Abstract

Risk and reliability analysis are fundamental to the design, assessment, and operation of
safety-critical complex systems; however, their integration into next-generation computational
tools is constrained by the cost of uncertainty quantification with expensive computational
models. The computational challenge is particularly prohibitive for tail-sensitive quantities,
such as probabilities of failure, conditional values-at-risk, and buffered probabilities of fail-
ure, where accurate estimation can require a large number of model evaluations. Multifidelity
methods provide a framework for addressing this computational bottleneck by combining infor-
mation from models of varying accuracy and cost while retaining the predictive accuracy of the
high-fidelity model. This review summarizes the state of the art in methods that enable scal-
able risk and reliability analysis using multifidelity control variates, multifidelity importance
sampling, and multifidelity active learning.

1 Introduction

Risk assessment and reliability analysis are critical aspects of engineering and scientific workflows,
playing particularly important roles in system analysis, assessment, certification, system design,
experimental design, and decision under uncertainty. The emergence of powerful next-generation
computational tools such as digital twins [1, 2, 3] makes these workflows increasingly computa-
tional, yet there is a gap in capabilities to achieve quantitative risk and reliability assessments at
scale [1]. For example, Al-enabled and simulation-based design of aerospace systems and energy
infrastructure requires statistical analysis to estimate tail risks and rare-event probabilities using
computational models that are increasingly expensive to evaluate [5, 6, 7]. Similarly, Al-enabled
digital twins that support medical decision-making must go beyond point estimates; they must
provide the decision-maker with characterization and quantification of uncertainties [3, 9]. Over
the past two decades a rich set of uncertainty quantification methods have emerged to address these
needs (see e.g., [10]), but it remains a challenge to achieve computationally tractable uncertainty
quantification, especially when the digital twin embeds expensive high-fidelity simulations that are
needed to characterize low-probability, high-consequence events. This computational challenge is
being addressed by the recent advancements in multifidelity uncertainty quantification methods.
Multifidelity uncertainty quantification methods provide a structured way to assess risk and
reliability at acceptable computational cost without compromising accuracy. Multifidelity methods
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leverage multiple computational models of varying degrees of fidelity and computational cost, in-
cluding detailed high-fidelity models, reduced-order and surrogate models, reduced-resolution mod-
els, data-driven models, and simplified-physics models. This review examines multifidelity methods
that accelerate risk and reliability analysis while maintaining rigorous error control, and discusses
their integration into next-generation computational tools such as digital twins.

As one concrete example, Figure 1 illustrates the risk-aware digital twin paradigm for precision
oncology, in which patient-specific data calibrate a hierarchy of tumor growth models, multifidelity
uncertainty quantification is used to estimate distributions of clinically meaningful quantities of
interest (Qols), and risk or reliability measures inform treatment selection. As described in [11],
incorporating uncertainty quantification into medical digital twins is essential to account for un-
certainty in the digital twin models by continuous integration of incoming patient data, to forecast
the parameter uncertainty to estimate risk associated with the therapeutic outcomes, and to sup-
port risk-aware clinical decision-making under uncertainty. Multifidelity methods play a key role
in making uncertainty-aware, patient-specific decision support computationally tractable. Digital
twin frameworks across medicine and engineering share a common need to integrate models and
data under uncertainty, making multifidelity methods especially attractive for efficient prediction,
risk assessment, and operational decision-making.

Section 2 introduces common risk and reliability measures—probability of failure, conditional
value-at-risk (CVaR), and buffered probability of failure—and discusses their important role in en-
gineering and scientific workflows. Section 3 then presents the multifidelity setting and discusses
three specific classes of multifidelity methods for improving estimator efficiency for these risk and
reliability measures: multifidelity control variates, multifidelity importance sampling, and multifi-
delity active learning with probabilistic surrogates. Finally, Section 4 concludes with an outlook
and discussion of how these methods can enable next-generation computational tools with scalable
reliability and risk assessment.

2 Risk and reliability measures

Risk and reliability measures quantify how a system responds to uncertain inputs. Let & € =
denote a vector of uncertain inputs with probability density 7 (£). A computational model maps
these uncertain inputs to an output Qol as

y = f(&), (1)

where f : = — R represents the computational simulation mapping from input space Z to a scalar
Qol y € R, such as a structural response, temperature, stress, energy output, or treatment response.
The uncertainty in € induces uncertainty in the Qol, and so in (1) y is a random variable.

The mean QoI response is given by 1 = Er[y] = [z ym(£) d€ and the variance by 0% = V,[y] =

fE (y — M)Q (&) d€. Box 1 shows four commonly used risk and reliability measures that are com-
puted by estimating different statistics of the random variable y. Risk and reliability analysis focus
on the tails of the distribution, and are typically used when the tails correspond to undesirable
or unsafe system behavior. Let y;, denote a prescribed failure threshold, with failure defined by
y > ytn. Then the probability of failure (PoF) is

pr=Pr(y>ym) = / [y > ywm] 7(§) d§ = Ex [T[y > yun]] (2)
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Figure 1: Risk-aware digital twin framework for precision oncology using multifidelity methods.
(A) Patient-specific data and candidate treatment regimens define the clinical decision problem.
(B) These data are used to personalize a hierarchy of tumor growth models with varying fidelities
and computational costs. (C) Multifidelity methods efficiently propagate uncertainty across these
models to estimate predictive distributions of clinically meaningful Qols, (D) These distributions
are summarized using risk and reliability measures. (E) Candidate treatments are compared on the
basis of tumor control risk and toxicity trade-offs. The digital twin is iteratively updated as new
patient data become available.

where I[-] is the indicator function. Equivalently, if F, denotes the cumulative distribution function
of y, then py = 1—F,(yen). The PoF is a popular measure of reliability because it directly quantifies
the likelihood of violating a prescribed performance threshold. However, the indicator function in
Eq. (2) does not distinguish between outcomes that barely violate the threshold and outcomes
that substantially exceed it. This distinction between the likelihood and severity of exceedances
motivates tail-sensitive risk measures.

Tail-sensitive risk measures account for the magnitude of unsafe outcomes. For a given distri-
bution of y, the value-at-risk (VaR) is defined as the a-quantile,

VaR.(y) =inf{y € R: Fy(y) za}:Fy’l(a), 0<a<l (3)

The a-quantile identifies the threshold below which a fraction a of the outcomes lie, with the
remaining fraction 1 — « constituting the upper tail of the distribution, as illustrated in Box 1.



Term Meaning

Quantity of A model output used to characterize system behaviour.

interest (Qol)

Probability of The probability that the Qol exceeds a prescribed failure threshold, esti-
failure (PoF)  mating how often the threshold is exceeded.

Value-at-risk The a-quantile of a Qol distribution. It identifies a value below which a

(VaR) fraction « of outcomes lie, indicating where the tail begins.

Conditional A tail-risk measure that quantifies the average severity of outcomes in

value-at-risk the upper tail beyond a specified quantile. It estimates how severe the

(CVvaR) outcomes are, on average, in the tail. It is also known as the superquantile
or expected shortfall.

Buffered A reliability measure based on the superquantile that accounts for both the

probability of likelihood and severity of threshold exceedances. It provides a conservative
failure (bPoF) alternative to the conventional probability of failure and estimates what
probability level corresponds to a tail average reaching the failure threshold.
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The conditional value-at-risk (CVaR) characterizes the average severity of outcomes in the upper
(1 —a) tail [12, 13, 14, 15]. CVaR can be expressed in terms of VaR as

CVaRa(y) = ﬁ / VaR., (y) dv. @)

For a continuous distribution of y, this corresponds to the expected value of y in the upper (1 — «)
tail, given by Ex[y | y > VaR,(y)], and thus estimates the average severity of outcomes in this tail,
as illustrated in Box 1. CVaR can be equivalently written as

1 . 1
CVaRa(y) = VaRa(y) + 7= Ex [(y = VaRa(y)).] = inf {7 + By - 7)+]} , ()
where ()3 = max(-,0). The latter optimization-based representation in (5) is particularly useful
computationally because it expresses CVaR in terms of an expectation and a scalar optimization
problem.

A related tail-sensitive measure for reliability analysis is the buffered probability of failure

(bPoF) [16] given by
pr=1- o, where CVaRq+(y) = ytn (6)



when such an a* exists. The value o* is the quantile level at which the average response in the upper
1 — a* tail, measured by CVaR,+ (y), reaches the prescribed failure threshold yiy, as illustrated in
Box 1. Thus, bPoF is the tail probability corresponding to the CVaR level that reaches the failure
threshold. Unlike PoF, bPoF therefore accounts for both the likelihood and severity of threshold
exceedances. Under typical conditions, the bPoF is at least as large as the conventional PoF,
providing a more conservative characterization of reliability [16, 17, 18, 19, 20].

For engineering and scientific problems where the input-to-Qol map takes a general nonlinear
form (1), PoF, bPoF and CVaR are estimated using Monte Carlo simulation, which generates
many realizations of the uncertain inputs, evaluates the computational model for each realization
to obtain samples of the Qol using (1), and then estimates from the Qol samples the desired
statistics of interest, such as the risk and reliability measures. For example, given N independent
Qol samples {y;}X,, the Monte Carlo estimator of the mean is Ex[y] ~ + Zfil y;. The cost of
estimating these risk and reliability measures thus depends on the cost of a single model evaluation
(one evaluation per Monte Carlo sample) multiplied by the number of evaluations required. This
computational burden is typically severe for tail quantities and small probabilities, since Monte
Carlo methods require sample sizes of thousands or more in order to accurately characterize the
tails of the distribution. Multifidelity uncertainty quantification methods described next address
this computational challenge by using cheaper models to reduce the number of expensive high-
fidelity evaluations required.

3 Multifidelity risk and reliability analysis

3.1 Introducing the multifidelity setting

The Qol in Eq. (1) is generally obtained from a high-fidelity computational model whose results
are trusted by the engineer or scientist but whose evaluation can require substantial computational
resources. Estimation of risk and reliability measures via Monte Carlo simulation requires that
this high-fidelity model be evaluated thousands of times, and this typically goes well beyond the
available budget. A multifidelity method seeks to use the available budget optimally by leveraging
cheaper, approximate models. Different multifidelity uncertainty quantification methods use differ-
ent theoretical bases for optimally distributing evaluations across multiple models and for ensuring
that the resulting estimated risk and reliability measures remain accurate.

We denote the highest fidelity model by £(%)(¢), where the superscript (0) denotes the high-
fidelity model. We consider a collection of L lower-fidelity models, { oo f(L)}. The low-
fidelity models provide cheaper, but generally less accurate, approximations of the same Qol. For
a model of fidelity level ¢, we have y©) = f (Z)(é), {=0,...,L, with corresponding computational
cost ¢g. We order the models so that ¢g > ¢; > -+ > ¢;. The models do not need to form
a nested sequence or possess a strict hierarchy in accuracy except knowing the highest-fidelity
model. In the context of the oncology digital twin illustrated in Figure 1, the high-fidelity model
can be a fully-resolved three-dimensional parametric partial differential equation model of tumor
growth. Lower-fidelity alternatives can include models with coarser spatial discretizations, lumped-
parameter ordinary differential equation models, or projection-based reduced-order models, which
provide varying trade-offs between computational cost and predictive accuracy while describing the
same underlying tumor growth process.

The central objective of multifidelity risk and reliability analysis is to reduce the number of ex-
pensive, high-fidelity evaluations required for risk and reliability estimation by supplementing with



cheaper, lower-fidelity model solves. Multifidelity methods have been shown to provide orders of
magnitude reductions in overall computational cost without compromising accuracy. An important
consideration in multifidelity methods is the statistical relationship between the outputs of models
at different fidelity levels. In particular, lower-fidelity models are useful when their outputs provide
information about the high-fidelity response. This relationship can be quantified through correla-
tion, which measures how strongly the outputs of two models vary together as the uncertain inputs
change. For example, if a lower-fidelity model consistently predicts larger responses for the same
uncertain input realizations that produce larger responses in the high-fidelity model, the two models
exhibit positive correlation. Note that strong correlation does not require the models to produce
identical predictions or even have small prediction errors; a lower-fidelity model can have system-
atic bias while still capturing the correct trends of the high-fidelity response. The multifidelity
strategies differ in how lower-fidelity information is incorporated. Information from lower-fidelity
models can: (i) be used as correlated control variates (multifidelity control variates), (ii) concentrate
computational effort in rare-event regions using lower-fidelity models to identify important regions
(multifidelity importance sampling), or (iii) identify where and at what fidelity additional evalu-
ations are most informative to reduce uncertainty in approximations for high-fidelity predictions
(multifidelity active learning). Multifidelity methods can also exploit temporal or workflow-level
information reuse, treating previously generated data, samples, or surrogate models as additional
information sources. Box 2 shows the key concepts for multifidelity methods described in this
review.

3.2 Multifidelity control variates

Control variates reduce the variance of Monte Carlo estimators by exploiting the correlation be-
tween the Qol and an auxiliary quantity whose expectation is known or can be estimated [21, 22].
In multifidelity control variates approaches, the auxiliary quantities are obtained from evaluating
lower-fidelity models, enabling information from multiple models of varying fidelity to be combined.
Because lower-fidelity models are cheaper to evaluate, many more samples can be obtained from
them than from the high-fidelity model. In order to provide computational benefit, the lower-
fidelity models require strong correlation (i.e., captures similar variations in the Qol across differ-
ent realizations of the uncertain inputs) and sufficiently lower cost with respect to the high-fidelity
model. Stronger correlation between models allows the more frequently evaluated lower-fidelity
models to provide information about the high-fidelity response and reduce the variance of the esti-
mated statistics. The multilevel Monte Carlo (MLMC) method uses a control variates approach in
which estimators are constructed from a telescoping sum of differences between successive model
fidelities [23, 24, 25, 26, 27, 28]. The multifidelity Monte Carlo (MFMC) method combines the
control variates principle with optimal resource allocation across a collection of multifidelity mod-
els [29, 30, 31, 32, 33]. The optimal allocation balances the cost of each model against its correlation
with the high-fidelity model via an explicit sample allocation strategy that minimizes estimator vari-
ance for a given computational budget [30]. The more general approximate control variate (ACV)
estimators [34] and multifidelity best linear unbiased estimator (MLBLUE) [35, 36, 37] relax some
of the sampling and nesting assumptions of MFMC and MLMC.

To introduce the setup and notation, first consider the multifidelity control variate estimator



Term Meaning

High-fidelity A computational model that provides a high-accuracy prediction of the

model Qol, typically at relatively high computational cost.

Low-fidelity A computationally cheaper model that provides an approximation of the

model Qol. Although generally less accurate than a high-fidelity model, it can
provide useful information.

Correlation The correlation measures how strongly the model outputs from different
fidelity levels vary together as the uncertain inputs change.

Multifidelity Computational methods that combine information from models with dif-

methods ferent accuracy and computational costs to estimate a high-fidelity Qol

statistic more efficiently than could be done by using the high-fidelity
model alone.

Budget The amount of resources available to conduct a computational task, such
as estimation of a risk or reliability measure. Typically budget is practi-
cally wall clock time or processing time, but is often expressed in terms
of the number of executions of the high-fidelity model.

Multifidelity uncertainty quantification techniques

Control variates Importance sampling Active learning
Exploit correlation Use cheap models to Improve surrogate by querying
across fidelities identify tail regions where uncertainty matters

for the expected value, yu = E.[y(®]:
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where yy) denotes the ith Qol sample evaluated using model ¢ and Ny is the total number of samples
of model . We have N;, > Ny_1 > --- > Ny > 0, that is, cheaper models are sampled more often
than more expensive models. The first term on the right-hand side of (7) is the standard Monte
Carlo estimate of the mean using Ny samples of the high-fidelity model y(?). The second term on
the right-hand side of (7) provides a correction to this mean estimate using the lower-fidelity models
{=1,...,L, weighted by the control variate coefficients 5y, £ = 1, ..., L. Notice that the correction
terms associated with model ¢ is zero in expectation, so that the estimator (7) remains unbiased
even when the low-fidelity models themselves have error. The advantage of introducing the control
variate terms is that they reduce the variance of the estimator, so that for a given computational
budget (7) provides a better estimate of E[y(*)] than would be obtained by sampling only y(%).
To illustrate the variance reduction achieved with multifidelity control variates, consider the
MFMC method. In the MFMC setup, the samples are nested and reused; that is, the term

Z?Z; ! yy) is computed with samples that are a subset of those used to compute the term Zfﬁl yge).



For a fixed computational budget, the sample allocation can be optimized by jointly accounting
for the correlation between each lower-fidelity model and the high-fidelity model, and the corre-
sponding model evaluation cost. After solving the optimal MFMC allocation problem, the ratio of
mean squared errors (MSEs) of MFMC (MSEypmc) compared to standard single-fidelity Monte
Carlo using only the high-fidelity model (MSEy¢) shows the cost—correlation trade-off required for
variance reduction as given by [30]:

2
MSEmrmc Cé
“MSEnc = lz \/ /’o ¢~ Py, z+1)] 5 (8)

where pg ¢ is the correlation between the high-fidelity Qol y(© and the QoI y® for ¢ =0,...,L. We
note that pg,o = 1 and define pg 41 = 0. Equation (8) illustrates the trade-off between model cost
and correlation in determining the computational benefit of MFMC. Stronger correlation between
the high- and low-fidelity models generally enables greater variance reduction, whereas the relative
computational cost determines how many additional lower-fidelity evaluations can be afforded.
The differences between successive squared correlation coefficients also account for the additional
information provided by each fidelity level relative to the preceding models. Thus, a lower-fidelity
model is most beneficial when it provides substantial additional correlation with the high-fidelity
response at a sufficiently low computational cost.

The multifidelity control variate approach applies directly to the risk and reliability measures
introduced in Section 2 whenever the target statistic can be expressed as an expectation. The PoF,
written as the expectation of the high-fidelity failure indicator as in Eq. (2), can be approximated
using multifidelity control variates as

1 No L 1 Ny 1 No_1
Eﬂ- |:H |:y(0) > yth:|i| ~ 70 ZH |:y§0) > ythi| +Z 6@ E ZH |:y£e) > ythi| — N ) Z i |: (Z) > ythi|
i=1 =1 i=1 1=1

(9)
Along these lines, MLMC has been extended to PoF estimation by applying control variates to the
indicator function in Eq. (2) [38, 39]. For CVaR estimation, multifidelity control variates can be

applied through the expectation in Eq. (5). For a fixed v, the quantity E, {(y(o) - fy)_J can be
estimated using lower-fidelity control variates as

E. {(y(o)—v)JN]\lfoi(ny) ) +Zﬁe MZ(y(O—VL—N:lJTZ; (y§“—7)+ 7

after which the scalar minimization over -y can be performed as in Eq. (5). Note that multifi-
delity control variates are effective when lower-fidelity models are correlated with respect to the
particular statistic being estimated and not just the raw model output Qol. For PoF estimation,
this requires correlation between I [y(e) > yth], which depends on how consistently the models clas-
sify the same input realization as safe or failed. For CVaR estimation, the correlation is required
between (y(e) — 'y) " which measures the exceedance beyond a given threshold ~.

An alternative to directly estimating individual risk measures is to estimate the cumulative
density function (CDF) of the high-fidelity Qol, Fy o) (t) = P(y(® < t), over a range of response
thresholds ¢t. Once the CDF has been estimated, several risk and reliability measures, such as



PoF and quantile-based measures can be obtained directly from the estimated CDF (see Eqs. (2)
and (3)). Multilevel approaches for CDF estimation include estimators based on smoothing the
discontinuous indicator function and adaptive selection of the smoothing parameter [10, 411]. CVaR
estimation through MLMC-based CDF estimation is shown in [12, 13]. Recent work has also shown
the ACV version of estimating F ) [14].

To summarize, multifidelity control variates reduce computational cost by exploiting the correla-
tion between the high- and low-fidelity estimators of the target statistic of the Qol while factoring in
the relative computational costs of the models. The multifidelity control variate strategy differs from
multifidelity importance sampling described in the next section, which instead uses lower-fidelity
information to change where high-fidelity samples are generated. Multifidelity control variates are
therefore attractive when lower-fidelity models provide accurate global information about the high-
fidelity response, whereas importance sampling is advantageous when the estimator is dominated
by localized rare-event regions.

3.3 Multifidelity importance sampling

Importance sampling is particularly useful for risk and reliability analysis when the regions that
contribute most to the estimator are rarely sampled under the nominal input density 7(£). For
example, when estimating a small PoF, most samples from (&) may correspond to the safe regions,
providing limited information about the failure probability. The main idea in importance sampling
is to shift the sampling distribution toward the important regions, such as the failure regions, so that
these regions are sampled more frequently. Instead of drawing samples directly from 7, importance
sampling draws samples from a biasing density ¢(&) that places more probability mass in important
regions and corrects for the change of measure using the likelihood ratio 7/q [21, 22]. Again to
introduce the setup and notation, we start with rewriting the expectation of the Qol under a biasing
density q as

o] —g [0T@] L 1§~ o) N
b [y } = {y Q(ﬁ)} N;y € 0 )

such that supp(w) C supp(q). The effectiveness of importance sampling therefore depends on con-
structing a biasing density that concentrates samples in regions important to the target quantity
without excluding regions with non-zero probability under w. Multifidelity importance sampling
(MFIS) approaches use lower-fidelity models to construct or guide this biasing density [15]. For
MFTIS approaches, the lower-fidelity models need to provide useful information about where impor-
tant events occur with regard to the high-fidelity simulations.

The lower-fidelity models can be evaluated at lower computational cost and can therefore be used
to explore = more extensively than the high-fidelity model. The role of the lower-fidelity model in
MEFTIS is to identify regions of the uncertain input space where high-fidelity evaluations are likely to
be more informative. For reliability analysis, the failure region estimated using model ¢ can be writ-
ten as FO) = {¢eE: y (&) > Yn} L = 0,...,L. The target reliability measure is determined
by the high-fidelity failure region F(©), but the lower-fidelity regions F(1),..., F(X) can provide
inexpensive approximations of where important samples are likely to occur, and thus provide infor-
mation to construct a multifidelity biasing density gyr. We write gur(€) = Q (5; y y(L)),
where Q denotes the procedure used to construct the sampling distribution from the available lower-

1[4 (® X
fidelity information to approximate the theoretically optimal biasing density ¢* = M

s
The theoretical optimal biasing density concentrates all sampling effort in the high-fidelity failure



region to eliminate non-informative samples; however, one cannot construct it in practice since
it requires the knowledge of the PoF in advance. MFIS addresses this challenge by constructing
gur to approximate ¢* using samples from the hierarchy of lower-fidelity models to capture the
failure region and then fitting a Gaussian mixture model to the sampled failure points. The MFIS
estimator for the PoF defined in Eq. (2) is given by

B aets — ©) (&) ] LN p[,o (&) N
prvrts = Egyp |1 [y > yth} i dor [yz > yth} <~ E~aur (12)
i=1

The high-fidelity model therefore remains responsible for determining whether a sampled input
constitutes a failure. Lower-fidelity models instead determine where high-fidelity models are prefer-
entially evaluated. Provided supp(w) C supp(gmr) holds, errors in the lower-fidelity models affect
the efficiency of the estimator through the quality of gumr, but the PoF estimator ps arig remains
unbiased. Related strategies are also used in delayed acceptance Markov chain Monte Carlo, where
cheaper approximations are first used to screen proposed samples, and the expensive high-fidelity
model is evaluated only for proposals that pass the initial screening [16, 47].

The same change-of-measure principle can be applied to tail-risk measures. In particular, the
expectation appearing in the CVaR formulation in Eq. (5) can be evaluated using importance sam-
pling, with lower-fidelity models used to concentrate high-fidelity evaluations in regions contributing
to the upper tail. There are two approaches to estimating CVaR through MFIS. The first is to
rewrite CVaR estimation for a continuous distribution of (®) as CVaR,(y?) = E,[y©®@ | y©@ >
VaRo (y )] = 2K, [yO I[y(© > VaR, (y()]] and then use MFIS to obtain [45,

(§)
qur(§)

D 1
CVaR, mris (y(o)) = mEqMF [y(o) Iy > VaR, (y )]

| evaw )
In Eq. (13), the VaRq (y(?)] is typically estimated jointly with the importance sampling procedure.
A second approach is to use MFIS for the expectation appearing in the CVaR formulation in Eq. (5),
with lower-fidelity models used to concentrate high-fidelity evaluations in regions contributing to
the upper tail. For a fixed value of ~,

Erx [(y(o) - ’)’)4 = Equr [<y(0) - ’Y)+ q;l(f()&)} ; € ~ qur. (14)

Consequently, the CVaR can be estimated by solving the same scalar minimization problem as in
Eq. (5), but evaluating its expectation under the multifidelity biasing density. Note that Eq. (14)
does not require the distribution of y(® to be continuous.

Several approaches exploit the idea of creating multifidelity biasing densities. Mixed multifi-
delity importance sampling extends MFIS to multiple lower-fidelity models by using control variates
to combine importance sampling estimators from several fidelity-specific gmr distributions [50]. An-
other approach fuses multiple MFIS estimators into a weighted ensemble estimator with the weights
selected to minimize the variance of the fused estimator [51]. Other approaches combine impor-
tance sampling with multilevel and multifidelity control variates, using importance sampling to
concentrate evaluations in important regions while exploiting correlated lower-fidelity information
to further reduce estimator variance [52, 53, 54]. In the context of adaptive importance sampling
strategies, multifidelity cross-entropy (MFCE) uses lower-fidelity models to construct and progres-
sively refine a biasing density before introducing more expensive high-fidelity evaluations [55]. This

10



provides a systematic way of adapting the sampling distribution to rare-event regions without re-
quiring the high-fidelity model to explore the entire input space. Using Eq. (13), MFCE approaches
have also been developed for CVaR estimation and risk-averse optimization [56]. Related multilevel
approaches apply the adaptive biasing density construction idea to sequential importance sampling
and subset simulation, using a hierarchy of increasingly accurate model discretizations to progres-
sively concentrate samples toward rare-event regions. Multilevel subset simulation constructs a
sequence of intermediate failure domains across model resolutions [57], while multilevel sequential
importance sampling combines sequential importance sampling with adaptive model refinement to
estimate the high-fidelity PoF more efficiently [58]. Similarly, one can apply MFIS and MFCE
approaches for bPoF estimation using the importance sampling estimators described in [59, 60].

To summarize, MFIS approaches reduce computational cost through a mechanism distinct from
multifidelity control variates. Whereas control variates use correlated lower-fidelity quantities to
reduce the variance of an estimator, MFIS uses lower-fidelity information to change where high-
fidelity evaluations are performed. MFIS is particularly useful when the target risk or reliability
measure is dominated by a small region of the uncertainty space, such as a rare-event or extreme-tail
region.

3.4 Multifidelity active learning

Active learning is an adaptive approach to refine an approximate surrogate model by sequentially
selecting what information to add next for maximum improvement in the surrogate predictions.
Rather than evaluating the computational model at a predetermined set of input locations to fit
the surrogate model, active learning uses the accumulated information from previous evaluations
to determine most valuable additional evaluations. Multifidelity active learning provides a third
strategy for reducing the computational cost of risk and reliability analysis by adaptively selecting
(i) where to evaluate the computational model and (ii) at what fidelity evaluations are most infor-
mative. The objective is to reduce uncertainty in a target risk or reliability estimate at minimum
cost. For multifidelity active learning, lower-fidelity models are useful when their evaluations pro-
vide information that reduces goal-oriented prediction uncertainty in the high-fidelity response or
in a quantity derived from it, such as a failure boundary.

An effective multifidelity probabilistic surrogate model that can quantify uncertainty in pre-
dictions as well as provide a natural framework for combining information from multiple fidelity
models is central to multifidelity active learning. Gaussian processes (GPs) are particularly well
suited to this setting because they provide a probabilistic prediction of the model response at each
input location, characterized by a normal distribution of that leads to both a prediction mean
and a prediction variance [61]. The predictive mean provides the estimated response, while the
prediction variance quantifies the uncertainty associated with that response that can be used to
identify regions of input space where additional model evaluations are likely to improve the surro-
gate. The GP framework also naturally allows information from multiple computational models to
be combined into a multifidelity GP. Several multifidelity GPs formulations have been developed
that include co-Kriging, autoregressive, nonlinear autoregressive, and more flexible covariance-based
formulations [62, 63, 64, 65, 66, 67]. Related multi-output and multi-task GP formulations provide
alternative ways to model correlations across fidelity levels [68, 69]. In a multifidelity GP, observa-
tions from inexpensive lower-fidelity models can reduce predictive uncertainty in the high-fidelity
response, provided that the models exhibit a sufficiently informative statistical relationship. For
example, if a lower-fidelity model captures the general variation of the high-fidelity response, obser-
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vations from that model can improve predictions at input locations where high-fidelity evaluations
are unavailable. The multifidelity GP learns this relationship from the available model evaluations
while accounting for discrepancies between fidelity levels. Beyond GPs, other probabilistic surro-
gate models can provide improved scalability for high-dimensional inputs and large datasets and
greater flexibility for modeling complex dynamical systems. Some such options for probabilistic sur-
rogate models include probabilistic versions of neural networks, such as Bayesian neural networks,

deep ensembles, and dropout-based approaches [70, 71, 71, 72], as well as physics-aware Bayesian
reduced-order models [73, 74, 75, 76]. Recent work has begun to extend Bayesian neural networks to
multifidelity surrogate modeling [77], but substantial opportunities remain for developing scalable,

physics-informed multifidelity probabilistic surrogates.

The role of multifidelity probabilistic surrogate models in active learning is to quantify how
observations at one fidelity reduce uncertainty in the high-fidelity response. The predictive uncer-
tainty of the high-fidelity response is used to construct an acquisition function that balances the
information gained from an additional evaluation against the computational cost of gaining that
information. The construction of the acquisition function depends on the statistics of interest. For
estimating the mean, an acquisition function that reduces global error, such as maximizing predic-
tion variance with a cost penalty, can be suitable; however, for reliability analysis reducing global
prediction error is not necessarily the appropriate objective and instead one should identify the
failure boundary accurately [78]. This distinction motivates goal-oriented active learning.

In multifidelity active learning, the next evaluation is selected jointly in terms of its input
location & and fidelity level ¢. Let a(¢,&;D,ce) denote an acquisition function representing the
expected utility of evaluating fidelity ¢ at input &, given the current multifidelity training data
D= UeL:o D, and the fidelity-specific computational cost ¢p, where Dy = {(&;, yy))}fv:zl,ﬁ =0,...,L
denotes the N, training samples obtained to date from model £. A general cost-aware acquisition
strategy is

(&)= argmax a({,&D,c). (15)
£e{0,...,L},£€E
The optimization statement (15) shows the two decisions inherent in multifidelity active learning:
where to evaluate (£*) and which fidelity to use (€*). A lower-fidelity evaluation is preferred when
it is expected to substantially reduce the uncertainty in the target relevant to the target risk
or reliability measure at a relatively small computational cost, whereas a high-fidelity evaluation
becomes preferable when lower-fidelity information is insufficient.

For reliability analysis, the PoF depends primarily on the location of the failure boundary of the
high-fidelity model output, I'¥) = {£ eZ:y0(¢) = yth}. Consequently, the most valuable model
evaluations are those that reduce the uncertainty about whether points near the failure boundary
belong to the safe or the failure domain. The goal-oriented acquisition functions developed for the
purpose of accurately identifying the failure boundary include probability of feasibility, expected
feasibility function (EFF) [79], U-learning [30], and integrated measures such as the targeted in-
tegrated mean squared error [31]. Although these criteria differ in their definitions of utility of
information, they concentrate evaluations in regions where uncertainty in the failure classification
or failure boundary is high [78].

Multifidelity active learning can exploit lower-fidelity models to identify regions likely to contain
the failure boundary and then determine whether a lower- or higher-fidelity evaluation is most
informative. This is particularly useful when the failure boundary is localized in a small portion of =;
a low-fidelity model may accurately classify most of the input domain as clearly safe or clearly failed,
leaving only a narrow region near y(°) = y;;, that requires high-fidelity evaluations. The method
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can therefore focus computational effort on the failure boundary region rather than constructing
a globally accurate surrogate. Several multifidelity reliability methods can be viewed within this
framework. CLoVER [32, 83] uses an entropy-based acquisition function to guide the selection of
additional evaluations. mfEGRA [34] uses a two-stage process with EFF for location selection and
a weighted information-gain-based criterion for fidelity selection. The two-stage process can be
extended to any single-fidelity acquisition function to create a multifidelity analog [35]. CAMERA
combines a similar cost-aware strategy that can utilize existing single-fidelity acquisition functions
with importance sampling for PoF estimation [36]. Ref. [87] expands U-learning acquisition to a
multifidelity setting and combines it with subset simulation. These approaches illustrate different
strategies for location and fidelity-selection.

Beyond PoF, a similar goal-oriented formulation applies to other risk measures. For a generic risk
or reliability quantity G [y(o)], an ideal acquisition function would select the next model evaluation
according to its expected reduction in uncertainty in G,

) 1 (0) _ (0) ©
(.6) = agmax C B (0] D) U (9] I DUES)]. (16)

where U denotes an uncertainty measure associated with the target risk or reliability quantity and
the expectation is taken over the possible outcome of the new model evaluation. The computational
cost of each fidelity is incorporated into the acquisition function as a normalization factor, so that
an inexpensive evaluation is favored when it is expected to provide substantial information about
the target quantity, while a more expensive evaluation is selected when lower-fidelity evaluations
provide insufficient information. For quantities such as CVaR, the relevant region may extend
beyond the failure boundary to the portion of the input space contributing to the upper tail of the
response. Goal-oriented acquisition functions for such quantities would therefore target uncertainty
in the corresponding tail behavior or directly in the risk estimate as presented in the idealized
acquisition function in Eq. (16). Developing efficient multifidelity acquisition functions specifically
tailored to such risk measures remains an important direction for future work.

To summarize, multifidelity active learning reduces the cost of risk and reliability analysis by
adaptively allocating model evaluations to the locations and fidelity levels that provide the greatest
information about the target quantity. Within this framework, multifidelity probabilistic surrogate
models are a key ingredient because they combine information from multiple sources while quanti-
fying predictive uncertainty. Multifidelity active learning is complementary to multifidelity control
variates and multifidelity importance sampling: rather than modifying an estimator or its sampling
distribution, active learning reduces the number of high-fidelity evaluations required to construct a
sufficiently accurate estimate of the target risk or reliability measure.

4 Outlook and future perspectives

Multifidelity optimization under uncertainty. An important step is to integrate multifidelity
risk and reliability analysis into decision-making through optimization under uncertainty (OUU)
formulations, where uncertainty quantification is performed repeatedly as the design evolves through
the optimization iterations. For example, OUU can be used for risk-informed treatment decisions
in oncology digital twins as illustrated in Figure 1 (panel E). Let * € X denote the vector of
design variables within the design space X that represent the decisions to be made, such as shape
definition, process variables, and control actions. In the OUU setting, computational model ¢ now
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maps both the uncertain inputs & and the design variables & to a Qol y©, which we write as
y) = fO(x, &), where f) : X x = — R denotes the model response for design @ and uncertain
input € as estimated by model . The goal is to solve the high-fidelity OUU problem, which can be
generically written as

z* = argmin 7O (x) subject to R (x) <0, (17)
xrcX

where 7(© and R(©) are respectively the objective function and constraint function evaluated with
the high-fidelity model. Both the objective function and constraint function might include risk or
reliability measures such as PoF, bPoF, or CVaR, [12, 15, 20, 88]. The computational approaches
to estimate these measures are the same as discussed in Section 3 (i.e., using sampling to inte-
grate over the uncertain input &) but the OUU setting requires repeated estimation of the risk
or reliability measure for each value of the design variables x visited during the optimization it-
erations. Multifidelity methods can substantially reduce the computational cost of the repeated
uncertainty quantification required at each optimization iteration, particularly for operational or
time-sensitive decision-making. Multifidelity control variate approaches have been used for robust
optimization with objectives involving linear combinations of mean and variance [29, 89, 90, 91], as
well as for CVaR-based optimization [92]. The systematic extension of these multifidelity methods
to bPoF-based optimization remains relatively unexplored. More broadly, despite emerging work
on multifidelity OUU, fundamental questions remain regarding how to optimally allocate compu-
tational effort jointly across the design space, uncertain input space, and model fidelities. The
multidimensional resource allocation and problem formulation for multifidelity OUU spans deci-
sions over {R,x, &, ¢} to answer: (i) which risk or reliability measure to use in the OUU problem
formulation, (ii) where in the design space to evaluate, (iii) how many uncertain input samples are
required, (iv) where in the uncertain input space should those samples be concentrated, given the
selected risk or reliability measure, and (v) which fidelity to use. An additional challenge arises
when model fidelity is input-dependent, such that the correlation between high- and low-fidelity
models varies across the design space and changes as the optimizer explores different regions. Fi-
nally, beyond multifidelity estimation of risk and reliability themselves, scalable high-dimensional
OUU also requires efficient multifidelity estimation of their gradients with respect to the design
variables.

Information reuse as a multifidelity information source. An alternative way to construct
multifidelity methods is to treat information generated earlier in a computational workflow as an
additional source of correlated information. Information reuse exploits previously generated model
evaluations, surrogate models, or sampling distributions when estimating a risk or reliability mea-
sure at a new design point or iteration. This perspective can be implemented through several
complementary variance reduction and active learning mechanisms. In a control variate setting,
model evaluations obtained at a previous design point can be incorporated as correlated control
variates for a new risk or reliability estimate, provided that the responses remain sufficiently corre-
lated [93, 94, 95]. For importance sampling, previously constructed biasing densities and simulation
data can be reused at nearby design points rather than restarting the sampling procedure, thus
avoiding repeated identification of important regions [96, 97, 98]. Information reuse can also be
combined with multifidelity active learning, where surrogates fit during earlier design iterations are
retained and used as additional information sources for subsequent risk and reliability estimation
in an optimization workflow [99]. Probabilistic re-analysis is a related line of research that can
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also be interpreted as an information reuse approach [100, , ]. These illustrate a broader
opportunity to view information accumulated throughout an evolving computational workflow as a
dynamic multifidelity resource, potentially enabling control variates, importance sampling, and ac-
tive learning to share and reuse information across repeated risk and reliability analyses, specifically
in optimization under uncertainty frameworks.

Downstream applications and integration into digital twins. Multifidelity risk and relia-
bility analysis can support design, certification, and operational decision-making in safety-critical
applications. In aerospace engineering, for example, high-fidelity computational fluid dynamics and
structural mechanics models are used to assess the performance under uncertain operating condi-
tions. Repeated reliability and tail-risk evaluations during design optimization and certification can
be computationally prohibitive. Multifidelity methods address this challenge by combining detailed
simulations with reduced-order models, coarser discretizations, and data-driven surrogates. Similar
opportunities arise in energy infrastructure, where digital twins of wind turbines and power systems
could use multifidelity methods to continuously assess system reliability as operating conditions and
sensor measurements evolve. In medicine, multifidelity methods can advance patient-specific digital
twins for precision medicine. As illustrated in Figure 1, a hierarchy of mechanistic and data-driven
models can predict patient-specific treatment outcomes while accounting for uncertainty in model
parameters, measurements, and treatment response. Risk and reliability measures can quantify
the likelihood of inadequate tumor control or adverse treatment outcomes and support compar-
isons among candidate treatment strategies. Beyond individual patients, similar approaches could
enable population-level risk assessment by characterizing variability in treatment outcomes across
patient populations and identifying vulnerable patient subgroups.

Realizing these opportunities requires development of application-specific model hierarchies that
preserve information relevant to target risk measures, which needs domain expertise. Future re-
search should therefore develop application-aware multifidelity frameworks that integrate physical
knowledge, observational data, and computational models. Such multifidelity frameworks can make
risk and reliability assessment a routine component of next-generation digital twins rather than a
computationally prohibitive analysis performed only during isolated design or assessment stages.
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